
Volume Rendering

How To Build A 3D Volume Renderer
Prof. Dr. Stefan Röttger, Stefan.Roettger@th-nuernberg.de

What is the scope of this lecture?
Volume data is a very common data type in medical visualization. It is generated
by CT and MRI and PET computer tomography scanners, which are a
powerful 3D sensing technique that has become an important standard in every
day clinic routine.

In order to display that volume data, a so called volume renderer is required. In
this lecture we are going to investigate the techniques and algorithms employed
by a volume renderer. We also get in depth knowledge of the volume rendering
principles by building a basic volume renderer by our own.

Lecture 1
What is a volume renderer? We find out by trying one hands on.
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Installation of the QTV3
Basic Usage of the QTV3
Literature

Exercise: Get Started with Unix and QTV3

Learning Objectives:
Find out what volume data is.
Learn what a volume renderer is capable of.

Objectives Test:
Why do we need a special software to display volume data?

Lecture 2
Volume Rendering Prerequisites: Qt

Qt Introduction
Qt Widgets
Qt Signal and Slots
QPainter Example
Qt Main Window
Qt Framework

Exercise: Write a modularized Qt application that allows to open an image file via

QFileDialog (e.g. this one ). The file selector dialog should be triggered from
the menu bar via signal/slot mechanism. Then the resulting image file is loaded
into a QImage [1] object via QImage::load() and displayed as the background of
the main window with QPainter::drawImage() by overriding the widget’s
paintEvent() method. Also show the image size in MB as text on top of the image.

Learning Objectives:
Learn basic GUI concepts with Qt.
Get used to 2D graphics paradigms with QPainter.
Get used to the Qt-Framework [2]:

svn co svn://schorsch.efi.fh-nuernberg.de/qt-framework

Objectives Test:
Describe the steps to setup a simple UI with a menu bar with Qt.

Lecture 3
Volume Rendering Prerequisites: OpenGL
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QGL Introduction
Graphic Concepts
OpenGL Pipeline

OpenGL Terminology
OpenGL State
OpenGL Graphic Primitives
OpenGL Transparency
OpenGL Coordinate Systems

OpenGL Matrix Stack
Scene Graph To OpenGL
QGL Class Concept

QGL Example

Exercise: Extend the Qt frame work with your own QGLWidget derived class that
renders a stack of 10 semi-transparent and differently colored (yet untextured)
slices within the unit cube (see this example rendering). Let the camera rotate
around the stack and make sure that the order of rendering is always from back to
front. Raise the viewer so that you look down. Also use a wide angle and tele lens
and tilt the camera.

Learning Objectives:
Get used to 3D graphics paradigms with QGL.

Objectives Test:
What is the difference between OpenGL and QGL?
What is the difference between retained and direct rendering mode? Give
examples of software packages for both modes.
Describe the steps to setup a simple 3D scene to be rendered with OpenGL.
What is an alpha value and what needs to be taken into account when
rendering objects with alpha values?
If you change some parameters of the calls to gluPerspective, gluLookAt,
glRotate, glTranslate, what effect does this have?
If you change the order of the calls to glColor and glVertex, what goes
wrong?

Lecture 4
Volume Rendering Prerequisites: 3D Texturing

OpenGL Texturing
Texture Space
Texture Coordinates
Texture Data
Texture Filtering
2D Textures

3D Textures
Texture Coordinate Generation
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3D Texture Slice
3D Texture Objects
3D Texture Data
3D Texture Example
3D Texture Parameters
Marble Example
3D Texture Interpolation Nearest Neigbour
3D Texture Interpolation Trilinear

Exercise: Modulate the geometry of the previous exercise with a “checker board”
3D texture. Check both GL_NEAREST and GL_LINEAR texture filtering modes.
Then render real Dicom data instead of the checker board texture (use the
dicombase.h module of the frame work to load a Dicom series, e.g. the Artichoke
series of the dicom-data repo [3]). Implement a simple MPR (Multi-Planar
Reconstruction) user interface that shows two axis-aligned slices through a
dicom volume.

Learning Objectives:
Learn texturing principles: Texture Coordinates and Texture Data Storage
Extension of 2D texturing to 3D texturing

Objectives Test:
Sketch an example showing texture coordinates for a tetrahedron textured
with a 3D texture.

Lecture 5
Direct Volume Rendering (DVR)

DVR Principles
DVR Sampling
Optical Effects

Ray Casting
Slicing

Eye Centered Shells
View-Aligned Slices
View-Aligned Planes

Axis-Aligned Cross Sections
Cross Section Example
Cutting Planes

Tetrahedra
Tetrahedra Slicing
Tetrahedra Slicing Cases
Volume Slicing
3D Vector Header
Slicing Case Table
Slicing Table as Switch
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Maximum Intensity Projection
MIP Example
MIP Syngo Example

Bricking

Exercise: Render view-aligned slices instead of axis-aligned slices (use the
slicer.h module of the frame work). Implement the MIP algorithm by using the
according OpenGL blending mode.

Learning Objectives:
Understand main differences of Ray Casting and Slicing.
Introduction to VR with MIP.

Objectives Test:
Which scattered rays are neglected with DVR?
How is the intersection of a plane with the unit cube computed?
Describe the MIP rendering technique!

Lecture 6
Optical Model and Transfer Functions

Optical Model
Absorption Coefficient
Absorption

Numerical Integration
Integration with OpenGL

Emission
Emission and Absorption
Windowing

DVR Syngo Example
Transfer Functions

TF Editor
Emission and Absorption with TF

Isosurface Extraction
DVR WebGL Example

Exercise: Implement the MIP volume rendering technique by using view-aligned
slicing. With that foundation, implement the DVR technique by using the
according OpenGL blending mode (assuming a linear transfer function). Use the
following helper modules:

Dicom Framework
Slicer Framework

With the artichoke dicom data the step by step implementation should look like
the following:
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Learning Objectives:
Be able to derive the line integral of the standard optical model.
Be able to adapt the integral to be used with OpenGL.

Objectives Test:
Describe the standard optical model.
Describe the modifications of the MIP algorithm to adapt to the optical
model.

Lecture 7
Advanced Techniques:

Pre- and Post- Classification
Ring Artifacts
Preintegration
Preintegration Example
Preintegration Quality

Lighting
Gradient Calculation

Gradient-Magnitude (GM)
Gradient-Magnitude Comparison
Gradient-Magnitude And MR

Multi-Dimensional Transfer Functions
Spatialized Transfer Functions

Exercise: Show the difference of DVR and GM by using the QtV3 for a CT and a
MR dataset.

Learning Objectives:
Know advanced DVR algorithms of practical relevance.

Objectives Test:
What is the main advantage of preintegration?
Describe a use case for the gradient magnitude technique.

Course Certificate
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1  Installation of the QTV3

The QTV3 is an open-source volume renderer. It is distributed under the GNU GPL
license.

The QTV3 is a multi-platform software that runs on Unix, MacOS X and Windows.
In this lecture we restrict ourselves to the Unix platform, meaning that we need
an actual Unix distribution or a Mac to build the volume renderer from source.

To do so, we need basic knowledge of the Unix console or shell. If you are not apt
at using the Unix shell, please see the Unix Shell Tutorial, the GNU C++
Compiler Tutorial, the Emacs Tutorial, the SVN Tutorial and the OSS Build
Tutorial.

Install the required dependencies (pre-compiled libraries)
Install GCC C++ compiler via the packet manager

On most distributions an actuall GCC version is already installed
Ubuntu/Debian/Mint: sudo apt-get install g++
OpenSuse: sudo zypper install g++

Install CMake via the packet manager (packet name: cmake)
Check for OpenGL
Install Qt from the packet manager

Install the required dependencies (libraries given as source)
Install DCMTK from source

Create a working directory
As described in the Shell Tutorial, you can change the current working
directory (cwd) by typing the “cd <path>” command on the Unix Shell.
In the cwd you can create a new subfolder with the “mkdir <folder>”
command.

In your newly created working directory, download the QTV3 source code
via SVN from googlecode:

 svn checkout http://vvv.googlecode.com/svn/viewer vvv

Compile the volume rendering library
Supposed the current working directory is the QTV3 source
distribution checked out with svn, and supposed all dependencies have
been installed properly, we compile the volume rendering library with
the following commands:

 pushd mini; cmake . && make; popd
 cmake . && make

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

7 of 99 19.12.2014 22:41



Compile the volume rendering user interface
Change the working directory to the qtv3 subdirectory and type

 cd qtv3
 cmake . && make

Start the Volume Renderer by typing

 ./qtv3

Now the following user interface should pop up:

If you want to install the QTV3 permanently on your system, run the following
command:

 sudo make install

On MacOS X the above command installs an application bundle in /Applications.
On Unix (KDE and Gnome) the application becomes visible in the “Applications”
tab of the start menu with this icon:
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2  Basic Usage of the QTV3

Drag and Drop:

Drop pvm or raw volume files into the window
Drop a selection of DICOM images into the window

Data repository:

http://schorsch.efi.fh-nuernberg.de/data/volume

Example data set:

http://schorsch.efi.fh-nuernberg.de/data/volume/CT-Abdomen.pvm

Navigation:
Rotate
Tilt
Zoom

Windowing:
Click at the render view to select a window of scalar
values to be displayed
Horizontal mouse cordinate defines the center of the
scalar window to be displayed.
Vertical mouse cordinate defines the width of the
scalar window to be displayed.
Keeping the button pressed displayes the histogram
of the volume as overlay.

Common Windowing Use Cases:
To eliminate noise (which has low scalar values) click
at the right top edge of the render view.
To mask bone of a CT Scan select a range of medium
scalar values by clicking at the center of the render
view.
To explore the data set keep the mouse pressed and
move it to adapt the scalar window until it fits.

Transparency:
Modify the opacity of the volume by clicking at the “Opacity” button on the
right (or the “Emission” and “Absorption” sliders in the lower interface
section).
Then dragging the mouse up and down modifies the brightness and
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translucency of the volume rendering.

Clipping:
Define view-aligned front clipping plane with the “Clip” slider.
The clip plane is parallel to the view plane, it does not stay fixed to the
volume.
To make the actual clip plane fixed to the volume click at the “Tack” Button.
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3  Literature
Willi A. Kalender: Computed Tomography, Publicis Corporate Publishing,
2000.
Klaus Engel, Markus Hadwiger, Joe M. Kniss, Christof Rezk-Salama, Daniel
Weiskopf. Real-Time Volume Graphics, AK Peters, ISBN 1–56881–266–3.
Dave Shreiner, Mason Woo, Jackie Neider, Tom Davis. OpenGL
Programming Guide (The red book [4]) [PDF] [5].
GPU Gems Chapter 39: http://http.developer.nvidia.com/GPUGems
/gpugems_ch39.html
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4  Qt Introduction

Qt is a platform-independent graphical user interface

Features:
Multi-Platform Make
QMake und moc
Main Window and Menus
Widgets and Layouts
Qt Event Loop
Key end Mouse Events
Signal-Slot Concept
Internationalization (i18n)
Drag and Drop
Threads
Inter-Thread Communication
Graphics with QPainter and QGL

4.1  Qt Widgets

With Qt the user interface is assembled from small graphical objects the so called
widgets. The grouping of several widgets in the GUI is controlled via so called
Layouts, which assemble the widget elements in predefined order and control size
constraints of the elements.

Each widget in turn can also contain a layout, so that the combination of widgets
and layouts forms a user interface element hierarchy.

Each widget’s behavior is controlled by a C++ class object. Overriding the
widgets’ methods allows to adapt off-the-shelf widgets to specific needs.

There is a rich collection of useful widgets available:
QLineEdit
QTextEdit
QSlider
QPushButton
QDockWidget
QMenu
etc.
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All widgets are derived from the base class QWidget.

We look at an example application with Qt that just uses an blank widget as a
starting point:

#include <QtGui/QApplication>
#include <QtGui/QWidget>

int main(int argc, char *argv[])
{
   QApplication app(argc, argv);

   QWidget widget;

   widget.show();

   return(app.exec());
}

4.2  Qt Signal and Slots

The interaction of user interface elements is done by so called signals and slots.
They implement a (thread-safe) message passing concept to transmit information
from a method of one widget to another.

The message sender is called signal.
The message receiver is called slot.

If a signal is triggered, all the slots that are registered as receiver of the signal
will be invoked.

The signal/slot concept is an extension of the C++ standard. Therefore, the Qt
source code needs to be pre-compiled with the so called MOC (the Qt Meta Object
Compiler), which consequently produces C++ code to be compiled with a
standard C++ compiler.

Example:
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QAction *quitAction = new QAction(tr("Q&uit"), this);
connect(quitAction, SIGNAL(triggered()), this, SLOT(close())); // moc
keyword

QMenu *fileMenu = menuBar()->addMenu(tr("&File"));
fileMenu->addAction(quitAction);

public slots: // moc keyword

void close()
{
   QApplication::quit();
}

For further reading about signals and slots and the MOC see Qt-Development.

4.3  QPainter Example

QPainter is a Qt class that serves as a renderer for 2D graphic primitives like
lines, polygons and text. It renders either into pixmaps (QPixmap), images
(QImage) or into a widget, which inherits from QPixmap, as well.

In the following we create a new widget type by deriving from QWidget and draw
a green text as background of the new widget. For that purpose we need to
override the paintEvent() method, which is called whenever the widget’s graphical
representation needs to be repainted:

#include <QtGui/QWidget>

class PainterWidget: public QWidget
{
public:

   //! default ctor
   PainterWidget(QWidget *parent = 0)
      : QWidget(parent)
   {}

   //! dtor
   ~PainterWidget()
   {}

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

15 of 99 19.12.2014 22:41



   //! return preferred minimum window size
   QSize minimumSizeHint() const
   {
      return(QSize(100, 100));
   }

   //! return preferred window size
   QSize sizeHint() const
   {
      return(QSize(512, 512));
   }

protected:

   //! reimplemented paint event
   void paintEvent(QPaintEvent *)
   {
      QPainter painter(this);

      painter.setPen(Qt::green);
      painter.setFont(QFont("Arial", 100));
      painter.drawText(rect(), Qt::AlignCenter, "Qt");
   }

};

4.4  Qt Main Window

Usually we start as a special widget as the root of the widget hierarchy, the main
window, that is QMainWindow:

class MyQMainWindow: public QMainWindow
{
   Q_OBJECT; // Qt Metacall object for signal/slot connections

public:

   //! default ctor
   MyQMainWindow(QWidget *parent = 0)
   : QMainWindow(parent)
   {
      setWindowTitle("MyQMainWindow");

      QAction *quitAction = new QAction(tr("Q&uit"), this);
      connect(quitAction, SIGNAL(triggered()), this, SLOT(close()));
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      QMenu *fileMenu_ = menuBar()->addMenu(tr("&File"));
      fileMenu_->addAction(quitAction);

      setCentralWidget(new PainterWidget());
   }

   //! dtor
   ~MyQMainWindow()
   {}

protected:

   void keyPressEvent(QKeyEvent *event)
   {
      if (event->key() == Qt::Key_Q)
         emit close();

      QMainWindow::keyPressEvent(event);
   }

};

4.5  Qt Framework

The previously drescribed Qt modules make up a basic Qt application that serves
as framework for upcoming applications. It is also available from svn:

 svn co svn://schorsch.efi.fh-nuernberg.de/qt-framework

It is also available in the WebSVN frontend:
http://schorsch.efi.fh-nuernberg.de/websvn/listing.php?repname=qt-
framework

To compile it we use CMake.

We assume that there is a main module main.cpp and one additional module that
contains the main window class in mainwindow.cpp/.h. Then the CMake file needs
to take care of the MOCification of those two application modules. CMake handles
that automatically if told so:

# cmake build file

PROJECT(MyQtProject)

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

17 of 99 19.12.2014 22:41



CMAKE_MINIMUM_REQUIRED(VERSION 2.8.11)

# application name
SET(APPNAME myqtapp)

# non-standard path to Qt4
SET(CMAKE_PREFIX_PATH ${CMAKE_PREFIX_PATH};
    /usr/local/Trolltech/Qt-4.7.4;
   )

# Qt4 dependency
SET(QT_USE_QTOPENGL TRUE)
FIND_PACKAGE(Qt4 COMPONENTS QtCore QtGui REQUIRED)
INCLUDE(${QT_USE_FILE})
ADD_DEFINITIONS(${QT_DEFINITIONS})

# OpenGL dependency
FIND_PACKAGE(OpenGL)

# header list
SET(LIB_HDRS
   mainwindow.h
   )

# module list
SET(LIB_SRCS
   mainwindow.cpp
   )

# moc
QT4_WRAP_CPP(MOC_OUTFILES ${LIB_HDRS})

# library
SET(LIB_NAME ${PROJECT_NAME})
INCLUDE_DIRECTORIES(${CMAKE_CURRENT_SOURCE_DIR})
ADD_LIBRARY(${LIB_NAME} ${LIB_SRCS} ${LIB_HDRS} ${MOC_OUTFILES})

# executable
ADD_EXECUTABLE(${APPNAME} MACOSX_BUNDLE main.cpp)
TARGET_LINK_LIBRARIES(${APPNAME}
   ${LIB_NAME}
   ${QT_LIBRARIES}
   ${OPENGL_LIBRARIES}
   )

# install target
INSTALL(
   TARGETS ${APPNAME}
   RUNTIME DESTINATION bin
   BUNDLE DESTINATION /Applications
   )

# install .desktop file for KDE4 (and Gnome)
IF (UNIX AND NOT APPLE)
   INSTALL(FILES ${APPNAME}.desktop DESTINATION /usr/share/applications)
ENDIF (UNIX AND NOT APPLE)

Once we compiled the Qt application with
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 cmake . && make

we install the application with

 sudo make install

This creates an application bundle in /Applications on MacOS X or installs the
application with a respective .desktop file for Gnome and KDE to be available
through the start menu on Ubuntu or OpenSuse.
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5  QGL Introduction

QGL is the OpenGL widget of Qt.

OpenGL is an abstraction layer of the graphics hardware.
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6  Graphic Concepts

Direct Mode:

The graphics hardware is told directly, which objects of a 3D scene to render, by
sending commands down the so called computer graphics pipeline:

Direct APIs: OpenGL, DirectX, Mantle.

Retained Mode:

A hierarchical model of the scene is constructed first, the so called scene graph.

Then for each frame to be rendered the scene graph is traversed and translated
into direct rendering commands the hardware understands:

Retained APIs:
OpenSceneGraph, Inventor,
NVIDIA SceniX, Steam.

T T TT

Direct Mode
aka OpenGL

K

TT

T
T

G G

Retained Mode
aka Szenengraph
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7  OpenGL Pipeline
The graphics hardware maintains a graphical state consisting of the actual
projection matrices and the actual color and texturing of 3D objects to be
rendered. The 3D objects are usually made up from 3D geometric primitives, the
most common of which is the triangle mesh.

The geometric primitives are processed in the so called computer graphics
pipeline. The tasks of the pipeline is to

define the scene as sequence of 3D points, the vertices, which have
varying attributes like color, texture, normals, etc.

1. 

transform the points from local and world coordinate systems into the
camera coordinate system with a uniform model view matrix

2. 

perspectively project the transformed points with a uniform projection
matrix

3. 

build geometric primitives from 3 or more consecutive points4. 
rasterize the projected primitives into so called fragments5. 
texture and blend the fragments6. 
display the resulting rgb pixels7. 

The scheme above is called the fixed function pipline.

Replacing Step 2 and 6 with a freely programmable vertex resp. fragment shader
leads to the so called programmable pipeline.

7.1  OpenGL Terminology

3D stream processor
graphics chip
GPU (Graphics Processing Unit)

3D graphics data
Scene, World: Composition of all objects to be rendered
World coordinates: Common global coordinate system of all objects
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Object: Freely movable unit of the scene
Object coordinates: Local coordinate system of a single object
Camera coordinates: Local coordinate system of the camera
Transformation: Mapping from one coordinate system to another one
Primitive: smallest graphical 3D unit, that can be handled by the
graphics hardware (e.g. triangle)
Vertex: attributed corner point of a graphical primitive
Fragment: attributed raster point of a graphical primitive
Pixel: Picture element = colored raster point

7.2  OpenGL State

The OpenGL rendering state and thus the state of the graphics hardware is
defined by commands starting with “gl” as defined by the OpenGL headers:

#ifndef __APPLE__
#include <GL/gl.h>
#include <GL/glu.h>
#else
#include <OpenGL/gl.h>
#include <OpenGL/glu.h>
#endif

For example to change the actual rendering color to red:

glColor3f(1.0f,0.0f,0.0f);

Same holds for texturing (glTexCoord2f), normals (glNormal3f) and other graphic
attributes related to shading, fogging etc.

Read more about it in the OpenGL Red Book [6] and the OpenGL tutorial.

7.3  OpenGL Graphic Primitives

A 3D scene is made up from 3D objects, which are defined by a set of triangles, a
so called triangle mesh. Each triangle consists of 3 vertices with associated
attributes defined by the actual rendering state. A series of vertices is started with
the glBegin() command, whereas it is ended with the glEnd() command:

For example a series of 3 vertices that make up a red triangle consists of the
following OpenGL commands:
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glColor3f(1,0,0);
glBegin(GL_TRIANGLES);
   glVertex3f(0,0,-10);
   glVertex3f(-1,1,-10);
   glVertex3f(1,1,-10);
glEnd();

Each glVertex command immediately sends a new point with the actual attributes
to the rendering pipeline.

7.4  OpenGL Transparency

Geometric primitives can be semi-transparent by defining a fourth alpha channel
of the color:

glColor4f(r,g,b, alpha);

A red color with 10% transparency:

glColor4f(1,0,0, 0.9f);

𝑎𝑙𝑝ℎ𝑎 = 𝑂𝑝𝑎𝑐𝑖𝑡𝑦
𝑂𝑝𝑎𝑐𝑖𝑡𝑦 = 1 − 𝑇𝑟𝑎𝑛𝑠𝑝𝑎𝑟𝑒𝑛𝑐𝑦

Composition of multiple primitives with 𝑎𝑙𝑝ℎ𝑎 ≠ 1 needs to be done with blending
enabled in back to front fashion:

glBlendFunc(GL_SRC_ALPHA,GL_ONE_MINUS_SRC_ALPHA);
glEnable(GL_BLEND);

If blending is not done back to front, colors will be awkward:
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Left: Ok - from back to front, Right: Wrong - from front to back

7.5  OpenGL Coordinate Systems

The 3D objects are modelled in local coordinates and put into world coordinates
via rigid body transformations (rotation and translation).

All rigid body transformations (or affine transformations) can be described by 4×4
matrices in homogene coordinates. So an arbitrary sequence of affine
transformations can be described by a single 4×4 matrix which is the
multiplication of the respective 4×4 matrices of all single transformations.

For example to rotate an object by 90 degrees around the vertical axis and
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translate it left we use:

glTranslatef(-1,0,0);
glRotatef(90,0,1,0);

The order of transformations is read from bottom to top.

Initially the camera position and view direction is the origin of the world
coordinate system looking along the negative z axis. The camera coordinate
system is determined by another 4×4 transformation:

glMatrixMode(GL_MODELVIEW);
gluLookAt(0,0,10, // camera position
          0,0,-10, // look at position
          0,1,0); // up vector

So the most fundamental task of the graphics pipeline is to transform the
incoming vertices with a single combined 4×4 matrix (the so called combined
model view matrix) which defines both the object position in world space and the
camera position under which the world scene is displayed.

The camera lens type is determined by the so called perspective transformation
matrix:

glMatrixMode(GL_PERSPECTIVE);
gluPerspective(90, // vertical field of view (fovy)
               1, // window aspect
               1, // near plane distance
               10); // far plane distance
glMatrixMode(GL_MODELVIEW);

7.5.1  OpenGL Matrix Stack

Supposed we have a procedure drawObject() that renders a particular object.

To render multiple objects of the same type with different transformations we use
the matrix stack via glPushMatrix() and glPopMatrix():

glPushMatrix();
   glTranslatef(-10,0,0);
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   glRotatef(90,0,1,0);
   drawObject();
glPopMatrix();

glPushMatrix();
   glTranslatef(10,0,0);
   glRotatef(-90,0,1,0);
   drawObject();
glPopMatrix();

The glPushMatrix command saves the actual transformation state. Later on the
state can be restore with glPopMatrix().

With the matrix stack we can construct objects hierarchically from parts which in
turn can be made up from sub-parts and so on.

void drawObject()
{
   glPushMatrix();
      glTranslatef(-1,0,0);
      drawPart();
   glPopMatrix();

   glPushMatrix();
      glTranslatef(1,0,0);
      drawPart();
   glPopMatrix();
}

void drawPart()
{
   glBegin();
      ...
   glEnd();
}
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8  Scene Graph To OpenGL
A scene graph can be translated into direct rendering commands by following
these simple guide lines:

Camera transformation comes first
Walk the graph depth-first
Whenever a transformation node is traversed down-wards issue a
glPushMatrix command followed by the respective transformation.
Whenever a transformation node is traversed up-wards issue a glPopMatrix
command.

For example the following scene graph

is translated into the following direct command sequence

K

TT

T
T

G G

Szenegraph Walk
aka Render Traversal

Pu

Pu PuPo Po

Po

Draw
Draw

LookAt

T T TT

Render Traversal
withOpenGL

PuPuPu Po Po Po
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9  QGL Class Concept
As opposed to overriding the paintEvent method inherited from QWidget, an
OpenGL window needs to inherit from QGLWidget and override ist paintGL
method, which contains the OpenGL rendering calls for a particular 3D scene.

By starting a timer in the widget’s constructor that triggers a repaint event we get
a consistent animation frame rate.

#ifndef QGLWINDOW_H
#define QGLWINDOW_H

#include <QtGui/QWidget>
#include <QtOpenGL/qgl.h>

class QGLWindow: public QGLWidget
{
public:

   static const double fps; // animated frames per second

   //! default ctor
   QGLWindow(QWidget *parent = 0)
      : QGLWidget(parent)
   {
      setFormat(QGLFormat(QGL::DoubleBuffer | QGL::DepthBuffer |
QGL::StencilBuffer));

      startTimer((int)(1000.0/fps)); // ms=1000/fps
}

   //! dtor
   ~QGLWindow()
   {}

   //! return preferred minimum window size
   QSize minimumSizeHint() const
   {
      return(QSize(100, 100));
   }

   //! return preferred window size
   QSize sizeHint() const
   {
      return(QSize(512, 512));
   }
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protected:

   void initializeGL()
   {
      qglClearColor(Qt::black);
      glEnable(GL_DEPTH_TEST);
      glDisable(GL_CULL_FACE);
   }

   void resizeGL(int, int)
   {
      glViewport(0, 0, width(), height());
   }

   void paintGL();

   void timerEvent(QTimerEvent *)
   {
      repaint();
   }

};

#endif

9.1  QGL Example

A simple animated rotating green triangle with OpenGL:

void QGLWindow::paintGL()
{
   glClear(GL_COLOR_BUFFER_BIT | GL_DEPTH_BUFFER_BIT);

   // setup perspective matrix
   glMatrixMode(GL_PROJECTION);
   glLoadIdentity();
   gluPerspective(90.0,(float)width()/height(),0.1,10.0);

   // setup modelview matrix
   glMatrixMode(GL_MODELVIEW);
   glLoadIdentity();

   // define local rotated coordinate system
   static double angle=0.0; // rotation angle in degrees

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

30 of 99 19.12.2014 22:41



   static const double omega=180.0; // rotation speed in degrees/s
   glTranslated(0.0,0.0,-2.0);
   glRotated(angle,0.0,1.0,0.0);

   // render green triangle
   glBegin(GL_TRIANGLES);
      glColor3f(0.0f,0.75f,0.0f);
      glVertex3d(-0.5,-0.5,0.0);
      glVertex3d(0.5,-0.5,0.0);
      glVertex3d(0.0,0.5,0.0);
   glEnd();

   // angle delta equals time delta times omega
   double dt=1.0/fps;
   angle+=dt*omega;
}

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

31 of 99 19.12.2014 22:41



10  OpenGL Texturing

A 2D texture is an image with a frame.

Image/Canvas → Appearance
Frame → Position

In OpenGL:
Canvas = Texture data
Frame = Texture coordinates

10.1  Texture Space

2D textures are defined as uniform rectangle in texture space.
The two texture coordinates in texture space are named s und t (𝑠, 𝑡 ∈ [0, 1]).

The mapping from 2D texture space onto graphics primitives in 3D is done by
attaching texture coords to the vertices.

+

+

+
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Texture coordinates are vertex attributes, which defined by the OpenGL
command:

glTexCoord2f(s,t);

10.2  Texture Coordinates

Quad with 1:1 mapping to a texture.

glBegin(GL_QUADS);
   glTexCoord2f(0,0);
   glVertex3d(x_0,y_0,z_0);
   glTexCoord2f(1,0);
   glVertex3d(x_1,y_1,z_1);
   glTexCoord2f(0,1);
   glVertex3d(x_2,y_2,z_2);
   glTexCoord2f(1,1);
   glVertex3d(x_3,y_3,z_3);
glEnd();

10.3  Texture Data

From OpenGL point of view, a image is a linear data chunk of 8- or 16-Bit RGB
values stored sequentially in main memory. The first RGB value is the left top
corner. Then the RFB values of the columns of the first row are specified, followed
by the RGB values of all other rows (column first order).

A data chunk needs to be uploaded in texture memory of the graphics hardware
with the following OpenGL command:

glTexImage2D(GL_TEXTURE_2D,    // 2D texture
             0,                // level 0 (for mipmapping)
             GL_RGB,           // pixel format of texture
             width,height,     // texture size
             0,                // border size 0

P1

P0

P3

s

t

(0,0)

P2

(1,0)

(1,1)

(0,1)

(0,0) (1,0)

(1,1)
(0,1)
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             GL_RGB,           // pixel format of data supplied
             GL_UNSIGNED_BYTE, // pixel storage type of data supplied
             image);           // pointer to data chunk

pixel format components

GL_LUMINANCE 1

GL_RGB 3

GL_RGBA 4

GL_ALPHA 1

GL_LUMINANCE_ALPHA 2

Texture data example for a checker board texture am Beispiel eines (gray value =
luminance):

GLubyte checkerboard[8*8] =
   {255,0,255,0,255,0,255,0,
    0,255,0,255,0,255,0,255,
    255,0,255,0,255,0,255,0,
    0,255,0,255,0,255,0,255,
    255,0,255,0,255,0,255,0,
    0,255,0,255,0,255,0,255,
    255,0,255,0,255,0,255,0,
    0,255,0,255,0,255,0,255};

10.4  Texture Filtering

Interpolation mode of the 2D texture:

glTexParameteri(GL_TEXTURE_2D,GL_TEXTURE_MAG_FILTER,GL_LINEAR);
glTexParameteri(GL_TEXTURE_2D,GL_TEXTURE_MIN_FILTER,GL_LINEAR);

filter type filter effect

GL_LINEAR bilinear interpolation

GL_NEAREST nearest neighbor (no interpolation)

GL_LINEAR_MIPMAP_LINEAR bilinear interpolation with mipmapping

GL_NEAREST_MIPMAP_NEAREST nearest neighbor with mipmapping

Extrapolation mode of the 2D texture:
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glTexParameteri(GL_TEXTURE_2D,GL_TEXTURE_WRAP_S,GL_CLAMP);
glTexParameteri(GL_TEXTURE_2D,GL_TEXTURE_WRAP_T,GL_CLAMP);

coordinate mapping effect

GL_CLAMP nearest border color is extended to outside

GL_REPEAT inside color is repeated as tile pattern

Der Textur Modus der 2D Textur wird spezifiziert via:

glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);

Mode of combining vertex color attribute with texture color:

texturing mode vertex color is modified by texture color via

GL_REPLACE replace vertex color with texture color

GL_DECAL linear interpolation with texture alpha

GL_MODULATE componentwise multiplication

GL_BLEND componentwise linear interpolation

Initially, texture mapping ist disabled in OpenGL. It is enabled with:

glEnable(GL_TEXTURE_2D);

10.5  2D Textures

A common example of simple 2D texturing are the so called bill boards: proxy-
geometry for complex geometry.
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OpenGL Redbook

Hint: Alpha test is used to discard transparent fragments of the bill board.
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11  3D Textures

3D Textures are defined as unit cube in the 3D Texture space. The three texture
coordinates are named s,t and r.

Each vertex is assigned a texture coordinate, three of which define a plane in 3D
texture space from which the texture is sampled.

With OpenGL 3D texture coordinates are specified as follows:

glTexCoord3f(s,t,r);

11.1  Texture Coordinate Generation

If the model coordinates are bounded by [0,1], then the texture coordinates are
identical to model coordinates:

glTexCoord3f(x,y,z);
glVertex3d(x,y,z);

If this is not the case, OpenGL supports a texture matrix stack to transform the
texture coordinates just like the transformation of vertices with the model view
matrix.

Example for model coordinates 𝑥, 𝑦, 𝑧 ∈ [ − 0 . 5, 0 . 5] and texture coordinates
𝑠, 𝑡, 𝑟 ∈ [0, 1]:

glMatrixMode(GL_TEXTURE);
glLoadIdentity();
glTranslated(0.5,0.5,0.5);
glMatrixMode(GL_MODELVIEW);

s

t

(1,0,0)

(0,1,0)
(1,1,1)

(0,0,0)
(1,0,1)

(0,1,1)
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Note: Transforming an object left, moves the object left. Transforming a texture
coordinate left moves the texture coordinate left but it moves the texture visually
right!

11.2  3D Texture Slice

Usage Example: Drawing a horizontal slice of a unit volume with the barycenter
being the origin of world coordinates (the vertical position of the slice is
determined by its height h).

glMatrixMode(GL_TEXTURE);
glLoadIdentity();
glTranslated(0.5,0.5,0.5);
glMatrixMode(GL_MODELVIEW);

glBegin(GL_QUADS);
   x_0=-0.5; y_0=h; z_0=-0.5;
   glTexCoord3f(x_0,y_0,z_0);
   glVertex3d(x_0,y_0,z_0);
   x_1=0.5; y_1=h; z_1=-0.5;
   glTexCoord3f(x_1,y_1,z_1);
   glVertex3d(x_1,y_1,z_1);
   x_2=0.5; y_2=h; z_2=0.5;
   glTexCoord3f(x_2,y_2,z_2);
   glVertex3d(x_2,y_2,z_2);
   x_3=-0.5; y_3=h; z_3=0.5;
   glTexCoord3f(x_3,y_3,z_3);
   glVertex3d(x_3,y_3,z_3);
glEnd();

11.3  3D Texture Objects

A 3D texture has the size of w, h, und d (width, height, depth) voxels along the s, t
und r texture coordinate axis. The corresponsing texture data values are stored
linearilyin memory, so that all column values of a row come first, followed by
alle other rows of a single slice, then all slices of the volumes.

To upload a volume (or 3D texture) into graphics memory, we first create a so

s

t

(1,0,0)

(0,1,0)
(1,1,1)

(0,0,0)
(1,0,1)

(0,1,1)
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called texture object, which can contain the data of a single texture. The switch
from one texture to another, is done by activating the corresponding texture
object. The texture object acutally activated is said to be bound to the graphics
hardware.

A new texture object is created with the OpenGL command glGenTextures()
erzeugt. Each texture object is assigned a unique texture id.

GLuint texid;
glGenTextures(1,&texid);

To bind a texture object to the graphics hardware we use the command
glBindTexture() with the corresponding texture id as parameter:

glBindTexture(GL_TEXTURE_3D,texid);

Then all subsequent OpenGL calls that effect texture state (like glTexParameter
and glTexImage) will change the state of the actually bound texture object.

Unbind the actual texture object:

glBindTexture(GL_TEXTURE_3D,0);

Delete a texture object:

glDeleteTextures(1,&texid);

After deletion of a texture object its occupied memory in main and graphics
memory is released.

11.4  3D Texture Data

If a 3D texture object has been bound, the data of the texture is uploaded as
follows:

glTexImage3D(GL_TEXTURE_3D,      // 3D texture
             0,                  // level 0 (for mipmapping)
             GL_LUMINANCE,       // pixel format of texture
             width,height,depth, // texture size
             0,                  // border size 0
             GL_LUMINANCE,       // pixel format of data supplied
             GL_UNSIGNED_BYTE,   // pixel storage type of data supplied
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             volume);            // pointer to data chunk

pixel format components

GL_LUMINANCE 1

GL_RGB 3

GL_RGBA 4

GL_ALPHA 1

GL_LUMINANCE_ALPHA 2

The size of a 3D textures has to be a power of 2!

Most simple luminance texture volume with a black and a white slice:

unsigned char volume[2*2*2]={0,0,0,0,
                             255,255,255,255};

11.5  3D Texture Example

3D texture is supposed to be given as texture object with id texid.

// global settings
glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);
glEnable(GL_TEXTURE_3D);

// bind specific texture
glBindTexture(GL_TEXTURE_3D,texid);

// render textured geometry
glMatrixMode(GL_TEXTURE);
glLoadIdentity();
glTranslated(0.5,0.5,0.5);
glMatrixMode(GL_MODELVIEW);
glBegin(GL_QUADS);
   glTexCoord3f(x_0,y_0,z_0);
   glVertex3d(x_0,y_0,z_0);
   glTexCoord3f(x_1,y_1,z_1);
   glVertex3d(x_1,y_1,z_1);
   glTexCoord3f(x_2,y_2,z_2);
   glVertex3d(x_2,y_2,z_2);
   glTexCoord3f(x_3,y_3,z_3);
   glVertex3d(x_3,y_3,z_3);
glEnd();

// unbind texture
glBindTexture(GL_TEXTURE_3D,0);
glDisable(GL_TEXTURE_3D);
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Q

Let 𝑦0, 𝑦1, 𝑦2, 𝑦3 be the height h of a horizontal slice.
For h = − ¼ , 0, + ¼  the result looks like this:

What vertices and texture coordinates are needed for vertical slices?

11.6  3D Texture Parameters

3D texture interpolation mode:

glTexParameteri(GL_TEXTURE_3D,GL_TEXTURE_MAG_FILTER,GL_LINEAR);
glTexParameteri(GL_TEXTURE_3D,GL_TEXTURE_MIN_FILTER,GL_LINEAR);

filter type filter effect

GL_LINEAR trilinear interpolation

GL_NEAREST nearest neighbor (no interpolation)

GL_LINEAR_MIPMAP_LINEAR trilinear interpolation with mipmapping

GL_NEAREST_MIPMAP_NEAREST nearest neighbor with mipmapping

3D texture clamping:

glTexParameteri(GL_TEXTURE_3D,GL_TEXTURE_WRAP_S,GL_CLAMP);
glTexParameteri(GL_TEXTURE_3D,GL_TEXTURE_WRAP_T,GL_CLAMP);
glTexParameteri(GL_TEXTURE_3D,GL_TEXTURE_WRAP_R,GL_CLAMP);

coordinate mapping mapping effect

GL_CLAMP nearest border color is extended to outside

GL_REPEAT inside color is repeated as tile pattern

Texturing mode for all 2D and 3D textures:
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glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);

texturing mode vertex color is modified by texture color via

GL_DECAL linear interpolation with texture alpha

GL_MODULATE componentwise multiplication

GL_BLEND componentwise linear interpolation

GL_REPLACE replace vertex color with texture color

Initially, 3D texturing is off. 3D texturing with the actually bound object is enabled
via:

glEnable(GL_TEXTURE_3D);

Even if texturing is off, the state of the texture objectes is retained.

11.7  Marble Example

Solid Teapot - Carved in Marble:

Note: The marble texture is a so called solid texture, which is derived
procedurally from a 3D noise function. With the so called 3D Perlin Noise

𝑃(𝑥, 𝑦, 𝑧) = ∑ 1
𝑓
𝑛𝑜𝑖𝑠𝑒(𝑥, 𝑦, 𝑧), the procedural 3D marble function is:

𝑀(𝑥, 𝑦, 𝑧) = 𝑠𝑖𝑛(𝑥 + 𝑃(𝑥, 𝑦, 𝑧))

More information about Perlin Noise here.
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11.8  3D Texture Interpolation Nearest
Neigbour

A volume is given with the dimensions 𝑤, ℎ, 𝑑 (in voxels). The voxel value of the i-th
column, j-th row and k-th slice is given by V(i,j,k). This equals the (i+w(j+kh))-th
element in the linear memory layout.

Then the data value at normalized texture coordinate (𝑠, 𝑡, 𝑟) ∈ [0, 1] is determined
via Nearest-Neighbour Interpolation of voxels 𝑉 (𝑖, 𝑗, 𝑘) at the index:

𝑖 = ⌊𝑠 ⋅ (𝑤 − 1) + ½ ⌋
𝑗 = ⌊𝑡 ⋅ (ℎ − 1) + ½ ⌋
𝑘 = ⌊𝑟 ⋅ (𝑑 − 1) + ½ ⌋

The scalar function is therefore:

𝑓 (𝑠, 𝑡, 𝑟) =
𝑉(⌊𝑠 ⋅ (𝑤 − 1) + ½ ⌋,
⌊𝑡 ⋅ (ℎ − 1) + ½ ⌋,
⌊𝑟 ⋅ (𝑑 − 1) + ½ ⌋)

11.9  3D Texture Interpolation Trilinear

The data value at normalized texture coordinates (𝑠, 𝑡, 𝑟) ∈ [0, 1] is determined via
Tri-linearer Interpolation of 8 corner values 𝑃000 . . .𝑃111:

𝑃000 = 𝑉(𝑖, 𝑗, 𝑘)
𝑃100 = 𝑉(𝑖+ 1, 𝑗, 𝑘)
𝑃010 = 𝑉(𝑖, 𝑗 + 1, 𝑘)
𝑃110 = 𝑉(𝑖+ 1, 𝑗 + 1, 𝑘)
𝑃001 = 𝑉(𝑖, 𝑗, 𝑘 + 1)
𝑃101 = 𝑉(𝑖+ 1, 𝑗, 𝑘 + 1)
𝑃011 = 𝑉(𝑖, 𝑗 + 1, 𝑘 + 1)
𝑃111 = 𝑉(𝑖+ 1, 𝑗 + 1, 𝑘 + 1)

at the index (of the left front bottom corner of the bounding voxel)

𝑖 = ⌊𝑠 ⋅ (𝑤 − 1)⌋
𝑗 = ⌊𝑡 ⋅ (ℎ − 1)⌋
𝑘 = ⌊𝑟 ⋅ (𝑑 − 1)⌋

Then the three linear interpolation weights 𝑢, 𝑣,𝑤 ∈ [0, 1] are:

𝑢 = 𝑠 ⋅ (𝑤 − 1) − ⌊𝑠 ⋅ (𝑤 − 1)⌋
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𝑣 = 𝑡 ⋅ (ℎ − 1) − ⌊𝑡 ⋅ (ℎ − 1)⌋
𝑤 = 𝑟 ⋅ (𝑑 − 1) − ⌊𝑟 ⋅ (𝑑 − 1)⌋

The tri-linear interpolation equals three subsequent linear interpolations along the
x-axis (red), the y-axis (green) and the z-axis (blue). The resulting interpolated
function value is depicted in yellow.

The function value is therefore:

𝑓 (𝑢, 𝑣,𝑤) =
(1 − 𝑤)((1 − 𝑣)((1 − 𝑢)𝑃000 + 𝑢𝑃100) +

𝑣((1 − 𝑢)𝑃010 + 𝑢𝑃110)) +
𝑤((1 − 𝑣)((1 − 𝑢)𝑃001 + 𝑢𝑃101) +

𝑣((1 − 𝑢)𝑃011 + 𝑢𝑃111))

x
z

P000

P100

P001

P010

P110P011

P111

P101

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

44 of 99 19.12.2014 22:41



12  DVR Principles

The Direct Volume Rendering technique reverses the photon paths traveled
during the scanning process.

Proposition: Utilization of a non-photorealistic optical model, in which the scalar
volume function describes the density of a gaseous self-emitting material.

Hence, the direct volume rendering technique simulates the behaviour of photons
traveling through the gas until being perceived by the human eye.

12.1  DVR Sampling

In order to simulate the photons behaviour, light rays are cast through the volume
in direction of the viewer (ray casting). On its way through the gaseous material
the effects the photons undergo are accumulated. This is done by sampling the
ray in discrete steps. Each single step contributes to the appearance of the same
image point.

Sampling can be uniform or adaptive.
according to Shannons sampling theoreme two samples per voxel are
necessary.
in practice one sample per voxel is mostly sufficient.

Ray Casting:

Adaptive Ray Casting:
Adapts to non-uniformities of the volume
Best known adaptive technique: Empty Space Leaping

12.2  Optical Effects

In a gaseous material the following optical effects occur:

Emission
Absorption
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Scattering

In a gaseous volume a part of the transmitted light is usually scattered in different
directions. The scattered light is scattered further and further until it is finally
scattered onto a ray that is being observed by a viewer.

This so called multiple scattering process, is computationally too expensive to be
simulated in real-time. Multiple scattering is therefore neglected for volume
visualization purposes on only single scattering on vieweing rays is taken into
account.

Emission

Absorption Scattering
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13  Ray Casting
For each pixel on the image plane, ray casting performs the following steps:

Determine viewing ray through eye point and pixel on image plane
Sample the viewing ray

from back to front
with step length 1 voxel

Accumulate the scattering effects for each step
Accumulated light intensity is decreased by absorption
(exponentially with the sampled step length)
Accumulated light intensity is increased by emission (linearily with
the sampled step length)
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14  Slicing
If the sampling steps are performed synchronous for all viewing rays, then the
light rays travel through the volume on a wave front section by section until the
wave front hits the eye simultaneously. This process is called volume slicing.

Single light ray:

Synchronous wave front:

14.1  Eye Centered Shells

The wave front has the form of a spherical wave.

Observations:
The image of a light ray of the wave front is a fragment (green)!
The image of all visible points on the wave front is the frame buffer (blue)!

14.2  View-Aligned Slices
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Using first order approximation, the spherical wave front can be thought to be
plane, which is traveling through the volume in parallel to the view plane (view-
aligned slicing):

14.3  View-Aligned Planes

For an eye point ē ⃗and a main viewing direction 𝑑  ⃗and a step length Δ 𝑡 the pivot

points 𝑝�⃗� (i=1..n) of the view-aligned slicing planes orthogonal to the z-axis of the
view coordinate system are:

𝑝�⃗� = ē ⃗ + ( 𝑓 𝑎𝑟 − 𝑖 Δ 𝑡)𝑑 ⃗

The normal of the slicing planes 𝑛�⃗� is equal to the main viewing direction 𝑑 .⃗

for (double t=far; t>0.0; t-=deltat)
{
   slice the volume at p=e+t*d
}
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15  Axis-Aligned Cross Sections
Most simple display of a volume:

Axis-aligned cut of a plane with a volume.
Volume function f(x,y,z) is defined by 3D 3D luminance texture.
Axis aligend cut of the plane with the unit cube yields geometry to be
rendered.
Graphics hardware rasterized geometry with the data from the 3D texture.
Tri-linear interpolation by graphics hardware.

Example:
Plane intersection with 2 or 3 axis-aligned cut planes (MPR = multi-planar
reconstruction).

Advantages:
Intuitive plane positioning
Plane intersection can be moved interactively.

Disadvantage:
No arbitrary plane positioning.

15.1  Cross Section Example

Let (x,y) be the intersection point of two axis-aligned vertical planes and n be the
uniform size of the 3D texture (in voxels), then the OpenGL code to render those
is given as follows:

glMatrixMode(GL_TEXTURE);
glLoadIdentity();
glTranslated(0.5/n,0.5/n,0.5/n);
glScaled((n-1.0)/n,(n-1.0)/n,(n-1.0)/n);
glTranslated(0.5,0.5,0.5);
glMatrixMode(GL_MODELVIEW);
glLoadIdentity();
gluLookAt(...);
glRotated(90,1,0,0);

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

50 of 99 19.12.2014 22:41



glBegin(GL_QUADS);
   glTexCoord3d(x,-0.5,-0.5);
   glVertex3d(x,-0.5,-0.5);
   glTexCoord3d(x,0.5,-0.5);
   glVertex3d(x,0.5,-0.5);
   glTexCoord3d(x,0.5,0.5);
   glVertex3d(x,0.5,0.5);
   glTexCoord3d(x,-0.5,0.5);
   glVertex3d(x,-0.5,0.5);

   glTexCoord3d(-0.5,y,-0.5);
   glVertex3d(-0.5,y,-0.5);
   glTexCoord3d(0.5,y,-0.5);
   glVertex3d(0.5,y,-0.5);
   glTexCoord3d(0.5,y,0.5);
   glVertex3d(0.5,y,0.5);
   glTexCoord3d(-0.5,y,0.5);
   glVertex3d(-0.5,y,0.5);
glEnd();

15.2  Cutting Planes

Cut of an arbitrary plane with a unit volume:
polygon with 3 to 6 corners
view-dependent
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Vorteile:
Interactive manipulation of the plane.
No restriction to axis-aligned planes.

Disadvatages:
no simple manual positioning of the plane (parametrized by pivot point
and normal)
8 bit quantisation artifacts.
16 bit 3D textures available on graphics hardware, but much slower.
Limited texture memory.

NVIDIA GeForce GTX resp. ATI Radeon have 512MB to 1GB and
up.
A 16 bit volum with 512×512×600 voxels already has 300 MB.

A 10243 16 bit volume even has 2 GB.
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16  Tetrahedra
Fact: Cut geometry is a 3 to 6 point polygon.

Problem: 28 cases to take into account.
Goal: Simplification of cut geometry by reduction of unit volume to tetrahedra.

Solution: Every hexahedron (unit cube or brick with 6 faces and 8 corner points)
can be decomposed into 5 tetrahedra with 4 faces and 4 corner points.

Decomposition of the volume with corner points 𝑃0 . .𝑃7 into a central tetrahedron
(blue)

𝑃0,𝑃3,𝑃5,𝑃6

and 4 neighbouring tetrahedra (gray)
𝑃0,𝑃5,𝑃3,𝑃1

𝑃3,𝑃6,𝑃0,𝑃2

𝑃0,𝑃6,𝑃5,𝑃4

𝑃3,𝑃5,𝑃6,𝑃7

16.1  Tetrahedra Slicing

Intersection of a plane with tetrahedron:

The intersection plane is defined by the pivot point 𝑜 and the normal 𝑛, so that

𝑛 ⋅ (𝑃 − 𝑂) = 0

for all points 𝑃 on the plane.

P1

P0

P6

P3

P4

P7

P0

P3

P1

n
O

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

53 of 99 19.12.2014 22:41



16.2  Tetrahedra Slicing Cases

2 intersection cases:
intersecting triangle:

one corner point on one side of the plane, and three on the other side
intersecting quad:

two corner points on one side of the plane, and another two on the
other side

16.3  Volume Slicing

Calculation of the intersection point of a plane with a line segment:

The line segment is given by the two end points 𝑃0 and 𝑃1. The plane is given by
the pivot point 𝑂 and the normal 𝑛. The normal is said to have unit length.

𝑑0 = 𝑛 ⋅ (𝑃0 − 𝑂)
𝑑1 = 𝑛 ⋅ (𝑃1 − 𝑂)

P0

P3

P1

P01

P0

P3

P1

P0

P1

n
O

d0

d1
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𝑑0 > 0 und 𝑑1 < 0 oder 𝑑0 < 0 und 𝑑1 > 0:

𝑤 =
𝑑0

𝑑0 −𝑑1

For 𝑤 ∈ [0, 1] the interpoled intersection point is on the line segment
𝑃01 = (1 − 𝑤)𝑃0 + 𝑤𝑃1

else the point is outside.

16.4  3D Vector Header

Convenience class for vector algebra:

C++ class that encapsulates a 3D vector with overloaded operators for inner
product, scalar produkt etc. Implementation as “header-only” class v3d in header
file v3d.h:

#ifndef V3D_H
#define V3D_H

#include <math.h>

// 3D double vector
//  definition of components via constructor v3d(x,y,z)
//  access to components x/y/z via . component selector
//  supplies vector operators + - * dot and cross product
//  supplies getters for length and normalization
class v3d
   {
   public:

   // default constructor
   v3d() {}

   // copy constructor
   v3d(const v3d &v) {x=v.x; y=v.y; z=v.z;}

   // component-wise constructor
   v3d(const double vx,const double vy,const double vz) {x=vx; y=vy;
z=vz;}

   // destructor
   ~v3d() {}

   // get vector length
   double getlength() const {return(sqrt(x*x+y*y+z*z));}

   // get squared vector length
   double getlength2() const {return(x*x+y*y+z*z);}

   // normalization to unit length
   v3d normalize() const;

   // vector components
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   double x,y,z;
   };

// addition of two vectors
inline v3d operator + (const v3d &a,const v3d &b)
   {return(v3d(a.x+b.x,a.y+b.y,a.z+b.z));}

// subtraction of two vectors
inline v3d operator - (const v3d &a,const v3d &b)
   {return(v3d(a.x-b.x,a.y-b.y,a.z-b.z));}

// negation of a vector
inline v3d operator - (const v3d &v)
   {return(v3d(-v.x,-v.y,-v.z));}

// left-hand side scalar multiplication
inline v3d operator * (const double a,const v3d &b)
   {return(v3d(a*b.x,a*b.y,a*b.z));}

// right-hand side scalar multiplication
inline v3d operator * (const v3d &a,const double b)
   {return(v3d(a.x*b,a.y*b,a.z*b));}

// right-hand side scalar division
inline v3d operator / (const v3d &a,const double b)
   {return(v3d(a.x/b,a.y/b,a.z/b));}

// dot product
inline double operator * (const v3d &a,const v3d &b)
   {return(a.x*b.x+a.y*b.y+a.z*b.z);}

// cross product (0,0,-1)/(-1,0,0)=(0,1,0)
inline v3d operator / (const v3d &a,const v3d &b)
   {return(v3d(a.y*b.z-a.z*b.y,a.z*b.x-a.x*b.z,a.x*b.y-a.y*b.x));}

// comparison
inline int operator == (const v3d &a,const v3d &b)
   {return(a.x==b.x && a.y==b.y && a.z==b.z);}

// negated comparison
inline int operator != (const v3d &a,const v3d &b)
   {return(a.x!=b.x || a.y!=b.y || a.z!=b.z);}

// normalization to unit length
inline v3d v3d::normalize()
   {
   double length2=getlength2();
   if (length2>0.0 && length2!=1.0) return(*this/sqrt(length2));
   return(*this);
   }

#endif

The addition of two vectors c=a+b is written as:

v3d a(1,0,0),b(0,1,0);
v3d c=a+b;

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

56 of 99 19.12.2014 22:41



As an example use case, the euclidean distance d of a point p to a plane with the
pivot point o and the normale n is:

v3d o(1,0,0),n(1,1,1);
v3d p(0,0,1);

n=n.normalize();
double d=(p-o)*n;

16.5  Slicing Case Table

1) 

𝑃0

𝑑0 < 0 and 𝑑1

𝑑0 > 0 and 𝑑1

→ 𝑃01,𝑃02,𝑃0

2) 

𝑃0𝑃1

𝑑0 < 0, 𝑑1 < 0
𝑑0 > 0, 𝑑1 >

Decomposes tetrahedron 𝑃0,𝑃1,𝑃2,𝑃3 into prism
𝑃0,𝑃02,𝑃03,𝑃1,𝑃12,𝑃13 and prism 𝑃2,𝑃02,𝑃12,𝑃3,𝑃03,𝑃13

P0

P3

P1

P01

P0

P3

P1

P0

P3

P1

n
O

Triangle Case

 is cusp end over triangle:

> 0, 𝑑2 > 0, 𝑑3 > 0
< 0, 𝑑2 < 0, 𝑑3 < 0

3

Decomposes tetrahedron 𝑃0,𝑃1,𝑃2,𝑃3 into
tetrahedron 𝑃0,𝑃01,𝑃02,𝑃03 und prism 𝑃01,𝑃02,𝑃03,𝑃1,𝑃2,𝑃3

Analogue for cusp ends 𝑃1,𝑃2,𝑃3

Quad Case

 is cusp line over quad:

 and 𝑑2 > 0, 𝑑3 > 0
0 and 𝑑2 < 0, 𝑑3 < 0

𝑃02,𝑃03,𝑃12,𝑃13
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Analogue for cusp lines 𝑃0𝑃2,𝑃0𝑃3

16.6  Slicing Table as Switch

Decomposition cases as C++ switch:

#include "v3d.h"

// extract 1 triangle from a tetrahedron
//  v0 is the cutaway vertex
//  d is distance of the respective point to the cutting plane
void slice1tri(const v3d &v0,const double d0,
               const v3d &v1,const double d1,
               const v3d &v2,const double d2,
               const v3d &v3,const double d3)
   {
   v3d p0,p1,p2;

   p0=(d1*v0+d0*v1)/(d0+d1);
   p1=(d2*v0+d0*v2)/(d0+d2);
   p2=(d3*v0+d0*v3)/(d0+d3);

   glBegin(GL_TRIANGLES);
      glTexCoord3d(p0.x,p0.y,p0.z);
      glVertex3d(p0.x,p0.y,p0.z);
      glTexCoord3d(p1.x,p1.y,p1.z);
      glVertex3d(p1.x,p1.y,p1.z);
      glTexCoord3d(p2.x,p2.y,p2.z);
      glVertex3d(p2.x,p2.y,p2.z);
   glEnd();
   }

// extract 2 triangles (a quad) from a tetrahedron
//  v0 is the start point of the cutaway line segment
//  v1 is the end point of the cutaway line segment
//  d is distance of the respective point to the cutting plane
void slice2tri(const v3d &v0,const double d0,
               const v3d &v1,const double d1,
               const v3d &v2,const double d2,
               const v3d &v3,const double d3)
   {
   v3d p0,p1,p2,p3;

   p0=(d2*v0+d0*v2)/(d0+d2);
   p1=(d2*v1+d1*v2)/(d1+d2);
   p2=(d3*v0+d0*v3)/(d0+d3);
   p3=(d3*v1+d1*v3)/(d1+d3);

   glBegin(GL_QUADS);
      glTexCoord3d(p0.x,p0.y,p0.z);
      glVertex3d(p0.x,p0.y,p0.z);
      glTexCoord3d(p1.x,p1.y,p1.z);
      glVertex3d(p1.x,p1.y,p1.z);
      glTexCoord3d(p3.x,p3.y,p3.z);
      glVertex3d(p3.x,p3.y,p3.z);
      glTexCoord3d(p2.x,p2.y,p2.z);
      glVertex3d(p2.x,p2.y,p2.z);
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   glEnd();
   }

// extract a slice from a tetrahedron
//  2 cases: slice geometry consists of either 1 or 2 triangles
void slice(const v3d &v0, // vertex v0
           const v3d &v1, // vertex v1
           const v3d &v2, // vertex v2
           const v3d &v3, // vertex v3
           const v3d &o,  // origin of cutting plane
           const v3d &n)  // normal of cutting plane
   {
   double d0,d1,d2,d3;

   int ff;

   d0=(v0-o)*n;
   d1=(v1-o)*n;
   d2=(v2-o)*n;
   d3=(v3-o)*n;

   ff=0;

   if (d0<0.0) ff|=1;
   if (d1<0.0) ff|=2;
   if (d2<0.0) ff|=4;
   if (d3<0.0) ff|=8;

   switch (ff)
      {
      // 1 triangle
      case 1: case 14: slice1tri(v0,fabs(d0),
                                 v1,fabs(d1),
                                 v2,fabs(d2),
                                 v3,fabs(d3)); break;
      case 2: case 13: slice1tri(v1,fabs(d1),
                                 v0,fabs(d0),
                                 v2,fabs(d2),
                                 v3,fabs(d3)); break;
      case 4: case 11: slice1tri(v2,fabs(d2),
                                 v0,fabs(d0),
                                 v1,fabs(d1),
                                 v3,fabs(d3)); break;
      case 8: case 7:  slice1tri(v3,fabs(d3),
                                 v0,fabs(d0),
                                 v1,fabs(d1),
                                 v2,fabs(d2)); break;

      // 2 triangles
      case 3:  slice2tri(v0,fabs(d0),
                         v1,fabs(d1),
                         v2,fabs(d2),
                         v3,fabs(d3)); break;
      case 5:  slice2tri(v0,fabs(d0),
                         v2,fabs(d2),
                         v1,fabs(d1),
                         v3,fabs(d3)); break;
      case 6:  slice2tri(v1,fabs(d1),
                         v2,fabs(d2),
                         v0,fabs(d0),
                         v3,fabs(d3)); break;
      case 9:  slice2tri(v0,fabs(d0),
                         v3,fabs(d3),
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                         v1,fabs(d1),
                         v2,fabs(d2)); break;
      case 10: slice2tri(v1,fabs(d1),
                         v3,fabs(d3),
                         v0,fabs(d0),
                         v2,fabs(d2)); break;
      case 12: slice2tri(v2,fabs(d2),
                         v3,fabs(d3),
                         v0,fabs(d0),
                         v1,fabs(d1)); break;
      }
   }

Example decompositions (triangle = red, quad = blue):
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17  Maximum Intensity Projection
The so called “Maximum Intensity Projection” determines for each viewing ray the
maximum of the occuring emissions (not observable in reality).

Using Ray-Casting:

Sampling the volume along each viewing ray r(s) parametrized by the viewing
distance s.
For each sampling step: 𝐼 ʹ = 𝑚𝑎𝑥(𝑉(𝑟(𝑠)), 𝐼).

Using View Aligned Slices:

Simulate the MIP by rendering each slice with maximum blend function:
𝑅𝐺𝐵𝑓 𝑟𝑎𝑚𝑒 ʹ = 𝑚𝑎𝑥(𝑅𝐺𝐵𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡,𝑅𝐺𝐵𝑓 𝑟𝑎𝑚𝑒)

glBlendFunc(GL_ONE,GL_ONE);
glBlendEquation(GL_MAX_EXT);
glEnable(GL_BLEND);

Note: MIP is order independent.

17.1  MIP Example
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17.2  MIP Syngo Example

Problems:
No occlusion
No depth perception
Works with black as background only
A single voxel contributes to each displayed pixel
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18  Bricking
Bricking is the procedure of decomposing a large volume into smaller subvolumes.

Main Advantage:
Display of volume data, that does not entirely fit into texture memory as a
whole.

Nachteile:
Transfer of the entire volume over the graphics bus for each and every
frame.
Each additional brick adds to geometric complexity.

Additional advantages:
Dimensions of a brick can be a power of 2
Padding to a power of 2
More memory efficient than padding the original volume to a power of 2
Better performance due to better cache coherence of smaller texture blocks
compared to the original texture block size.
Best cache coherence is achieved with swizzeling of voxels - many drivers of
lo-end graphics hardware do not support swizzeling, resulting in an uneven
performance depending on viewing angle.

300

44+84
 0-padded

300
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19  Optical Model
Optical model of a self-emitting gas:

Gas emits light of a distinct color (neon light)
Emitted light gets absorbed partly (clouds of smoke)
Additional ambient background brightness

The scalar value of the volume is interpreted as density of the gas.

Linear relationship between scalar value 𝑠, density 𝜌 and absorption resp.
emission:

the higher the scalar value, the higher the density
the higher the density, the higher the absorption
the higher the density, the higher the emission
in vacuum emission and absorption is zero

19.1  Absorption Coefficient

The so called transfer function 𝑇𝐹𝐴 defines the absorption coefficient 𝜇
depending on the a particular scalar value 𝑠 = 𝑉(𝑥, 𝑦, 𝑧):

𝜇 = 𝑇𝐹𝐴(𝑠)

In case of CT data, the absorption coefficient is determined by the Hounsfield-
values of the volume:

𝜇 = 𝑇𝐹𝐴(𝑠) = 𝐶𝑇−1(𝑠)

Otherwise a the assumption of a linear relationship between scalar value and
absorption coefficient is common:

𝑇𝐹𝐴(𝑠) = 𝜇𝐴 ⋅ 𝑠

𝜇𝐴 is called global absorptions coefficient.

Same holds for emission:

𝑇𝐹𝐸(𝑠) = 𝜇𝐸 ⋅ 𝑠

𝜇𝐸 is called the global emission coefficient.

19.2  Absorption
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Absorption on a line segment with length Δ 𝑡:

For a constant absorption coefficient 𝜇:

𝜇 = 𝑐𝑜𝑛𝑠𝑡

Exponential attenuation on the line segment:

𝐼 = 𝐼0 ⋅ 𝑒−𝜇 ⋅ Δ 𝑡

For piecewise linear absorption coeffizienten 𝜇(𝑡) between two points 𝑝0⃗ and 𝑝1⃗

with the scalar value 𝑠0 and 𝑠1:

𝜇(𝑡) = (1 − 𝑡)𝑇𝐹𝐴(𝑠0) + 𝑡𝑇𝐹𝐴(𝑠1)
𝜇(𝑡) = (1 − 𝑡)𝑠0𝜇𝐴 + 𝑡𝑠1𝜇𝐴
𝜇(𝑡) = ((1 − 𝑡)𝑠0 + 𝑡𝑠1)𝜇𝐴

Attenuation approximation by averaging the coefficients �̂� =
𝜇0 + 𝜇1

2 :

𝐼 = 𝐼0 ⋅ 𝑒
−
𝑠0 +𝑠1

2
𝜇𝐴 ⋅ Δ 𝑡

For an arbitrary absorption coefficient 𝜇(𝑡) on the line segment

𝑝(⃗𝑡) = (1 − 𝑡)𝑝0⃗ + 𝑡 𝑝1⃗:

𝑠 = 𝑓 (𝑝(⃗𝑡))
𝜇(𝑡) = 𝑇𝐹𝐴(𝑡) = 𝑠(𝑡)𝜇𝐴

Attenuation is determined by the integral of coefficients ∫𝑡=0
1 𝜇(𝑡)𝑑𝑡:

𝐼 = 𝐼0 ⋅ 𝑒
−∫

𝑡=0
1 𝜇(𝑡)𝑑𝑡

Problem: no closed form of the line integral!

Numerical integration on the line segement:

𝐼 = 𝐼0 ⋅ 𝑒
− ∑

𝑖=0
𝑛 𝜇( ī

𝑛−1
)Δ 𝑡
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𝐼 = 𝐼0 ⋅ ∏
𝑖=0
𝑛 𝑒

−𝜇( ī
𝑛−1

)Δ 𝑡

Single step of numerical integration:

𝐼 ʹ = 𝐼 ⋅ 𝑒−𝜇(𝑡) ⋅ Δ 𝑡
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20  Numerical Integration
Single step of numerical integration:

𝐼 ʹ = 𝐼 ⋅ 𝑒−𝜇(𝑡) ⋅ Δ 𝑡

Numerical integration with alpha-blending:

𝐼 ʹ = 𝐼 ⋅ (1 − 𝑎𝑙𝑝ℎ𝑎)

𝑎𝑙𝑝ℎ𝑎 = 1 − 𝑒−𝜇(𝑡) ⋅ Δ 𝑡

Approximation for small Δ 𝑡:

𝑎𝑙𝑝ℎ𝑎 = 1 − 𝑒−𝜇𝐴𝑠(𝑡) ⋅ Δ 𝑡

𝑎𝑙𝑝ℎ𝑎 = (1 − 𝑒−𝜇𝐴 Δ 𝑡)𝑠(𝑡)

Over-Operator:

𝑅𝐺𝐵𝑓 𝑟𝑎𝑚𝑒 ʹ = 𝐴𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡𝑅𝐺𝐵𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡 + (1 − 𝐴𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡)𝑅𝐺𝐵𝑓 𝑟𝑎𝑚𝑒

with

𝑅𝐺𝐵𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡 = (0, 0, 0)

𝐴𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡 = 1 − 𝑒−𝜇𝐴𝑠(𝑡) ⋅ Δ 𝑡

Further approximation:

𝐴𝑓 𝑟𝑎𝑔𝑚𝑒𝑛𝑡 = 1 − 𝑒−𝜇𝐴 ⋅ Δ 𝑡 moduliert mit 𝑠(𝑡)

Realization of numerical integration with OpenGL: Numerical integration by
view-aligned slicing with slice distance Δ 𝑡 with over-operator and constant

vertex opacity 𝛼 = 1 − 𝑒−𝜇𝐴 Δ 𝑡, constant vertex color (0,0,0) and modulation of
vertex opacity with 3D-texture lookup of 𝑠(𝑡).

Ambient background emission (white background) is attenuated:

X-Ray Positiv:
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X-Ray Negativ:

Advantage: commutative
Disadvantage: no depth perception

20.1  Integration with OpenGL

We regard the simple case of a linear transfer function, meaning that the
over-operator is used together with

vertex opacity 1 − 𝑒−𝜇𝐴 Δ 𝑡 and a
modulation of opacity with the 3D texture.

Vertex color:

glColor4f(0,0,0,1-exp(-muA*dt));

3D texture modulation:
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glEnable(GL_TEXTURE_3D);
glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);

Over-operator with OpenGL-blending:

glBlendFunc(GL_SRC_ALPHA,GL_ONE_MINUS_SRC_ALPHA);
glEnable(GL_BLEND);
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21  Emission
Assumption: no absorption, just emission

Emitted light is accumulated on the viewing rays
Accumulated intensity is linear proportional to the traveled ray length

𝑇𝐹𝑅𝐺𝐵(𝑠) = 𝜇𝐸𝑠

𝐼 = 𝐼0 + ∫𝑡=0
1 𝜇𝐸𝑠(𝑡)𝑑𝑡

Numerical integration step:

𝐼 ʹ = 𝐼 + 𝜇𝐸𝑠(𝑡) Δ 𝑡

Realization of numerical integration with OpenGL: Numerical integration by
view-aligned slicing with slice distance Δ 𝑡 and add-operator with constant
vertex color (𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡) and modulation of vertex color with 3D-texture

lookup of 𝑠(𝑡).

Ambient background emission needs to be disabled.
Non-linear transfer function 𝑇𝐹𝐸 = 𝜅(𝑠(𝑡)) allows coloring of specific materials
based on their scalar value (using a TF Editor):

Colored via transfer function:
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Advantages:
commutative
colors

Disadvantages:
still no depth perception
emission gets saturated quickly

Vertex color:

glColor4f(muE*dt,muE*dt,muE*dt,0);

3D texture modulation:

glEnable(GL_TEXTURE_3D);
glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);

Add-operator with OpenGL-blending:

glBlendFunc(GL_ONE,GL_ONE);
glEnable(GL_BLEND);

21.1  Emission and Absorption

Optical Model of a self-emitting gas with simultaneous emission and
absorption:
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Linear transfer functions 𝑇𝐹𝐴 = 𝜇𝐴𝑠 resp. 𝑇𝐹𝐸 = 𝜇𝐸𝑠.

Realization of numerical integration with OpenGL: Numerical integration by
view-aligned slicing with slice distance Δ 𝑡 with Over-Operator and constant

vertex opacity 1 − 𝑒−𝜇𝐴 Δ 𝑡, constant vertex color (𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡) and

modulation of vertex color with 3D-texture lookup of 𝑠(𝑡).

Ambient background emission needs to be enabled.
Non-linear transfer function 𝑇𝐹𝐸 = 𝜅(𝑠(𝑡)) allows masking and coloring of specific
materials (using a TF Editor):

Visible Male [7]:
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Advantages:
Self Emission of objects adds to background emission → better
contrast.
Objects can occlude each other partially or completely depending on
their opacity.
→ very good depth perception.

Disadvantages:
non-commutative
View-aligned slices need to be rendered in back to front order!

Vertex color:

glColor4f(muE*dt,muE*dt,muE*dt, 1-exp(-muA*dt));

3D texture modulation:

glEnable(GL_TEXTURE_3D);
glTexEnvi(GL_TEXTURE_ENV,GL_TEXTURE_ENV_MODE,GL_MODULATE);

Over-operator with OpenGL-blending:

glBlendFunc(GL_SRC_ALPHA,GL_ONE_MINUS_SRC_ALPHA);
glEnable(GL_BLEND);

21.2  Windowing
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Windowing of a Toy-Teddy as example of a non-linear transfer function:

Linear 𝑇𝐹𝐴 (white ramp with histogram as background):

Non-linear 𝑇𝐹𝐴 to window the surrounding air by pushing its density to zero:

Non-linear 𝑇𝐹𝐴 to window the patient couch is not working perfectly because
there is a overlap in density between the teddy and the couch:

Note: the Teddy data set can be downloaded [8] from Volume Library [9].
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22  DVR Syngo Example
X-Ray Negative:

no colors
no depth perception

Non-linear transfer function 𝑇𝐹𝐴 = 𝜌(𝑠(𝑡)) allows windowing (e.g. masking of low
density values):
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23  Transfer Functions
Recap: A Transfer function (TF) assigns emission and absorption coefficients
to each specific scalar value 𝑠.

Linear default behavior of a gas:

𝑇𝐹𝐴(𝑠) = 𝜇𝐴 ⋅ 𝑠

𝑇𝐹𝑅𝐺𝐵(𝑠) = 𝜇𝐸 ⋅ 𝑠

with global emission and absorption coefficients 𝜇𝐴 and 𝜇𝐸.

A non-linear assignment is realized as
lookup table
union of line segments.

Pre-multiplication: implicit multiplication of the emission coefficients with the
respective absorption coefficients:

𝑇𝐹𝑅𝐺𝐵 ʹ (𝑠) = 𝑇𝐹𝑅𝐺𝐵(𝑠) ⋅ 𝑇𝐹𝐴(𝑠)

Note: The over-operator automatically realizes pre-multiplied alpha values, since
the fragment color is multiplied with the fragment opacity.

Display of transfer functions in the TF Editor as normalized unit function
curves 𝜅(𝑠) and 𝜌(𝑠) on the unit domain 𝑠, 𝜌(𝑠), 𝜅(𝑠) ∈ [0, 1]:

𝑇𝐹𝐴(𝑠) = 𝜌(𝑠)𝜇𝐴
𝑇𝐹𝑅𝐺𝐵(𝑠) = 𝜅(𝑠)𝜇𝐸

23.1  TF Editor

A TF Editor is a function curve editor to manually determine transfer functions
𝜅(𝑠) and 𝜌(𝑠).

Example using the 𝑉 3 volume renderer: the two function curves are displayed
below the volume:
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In the example 𝑇𝐹𝐴 is shown as the white top curve 𝜌(𝑠) and 𝑇𝐹𝑅𝐺𝐵 is shown as
colored bottom curve 𝜅(𝑠). Both are displayed with the histogram as
background.

23.2  Emission and Absorption with TF

Non linear transfer functions 𝑇𝐹𝐴 = 𝜌(𝑠(𝑡)) resp. 𝑇𝐹𝐸 = 𝜅(𝑠(𝑡)):

Transfer functions are stored as 1D RGBA texture, where the RGB channels
correspond to 𝜅(𝑠(𝑡)) and the A channel corresponds to \rho(s(t)).

Ohm | Lectures / Volume Rendering http://schorsch.efi.fh-nuernberg.de/roettger/index...

78 of 99 19.12.2014 22:41



Realization of numerical integration with OpenGL dependent texture
lookup: Numerical integration by view-aligned slicing with slice distance

Δ 𝑡, Over-Operator and constant vertex color (𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡, 𝜇𝐸 Δ 𝑡, 1 − 𝑒−𝜇𝐴 Δ 𝑡)
, 3D-texture lookup of s(t) and modulation of vertex color with dependent-
texture lookup of 𝜅(𝑠(𝑡)) resp. modulation of vertex opacity with dependent-
texture lookup of 𝜌(𝑠(𝑡)).

Using an OpenGL fragment program:

!!ARBfp1.0

TEMP tmp, col;

# get data from 3D texture
TEX tmp.x, fragment.texcoord[0], texture[0], 3D;

# dependent 1D texture lookup
TEX col, tmp, texture[1], 1D;

# modulate and write to output register
MUL result.color, col, fragment.color.primary;

END
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24  Isosurface Extraction
Direct vs. Indirect Method: DVR absorption rendering (left), isosurface extraction
by Marching Cubes Algorithm (right):

 vs.

Iso surface is the set of points ot the data set that have the same iso value.
The point set forms a closed surface, which can be extracted and represented by a
triangle mesh.

Advantages:
Occlusion of hidden surfaces.
Triangle mesh can be shaded.
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Disadvantages:
Not the entire data visible, only parts with a respective iso value.
Mesh extraction is not interactive.
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25  DVR WebGL Example

 [10]

For more details see here.
For a live demo see here [11].
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26  Dicom Framework
The Dicom frame work (dicombase.h) loads a volume specified by a series of
dicom files.

Check out the dicom data directory from svn:

svn co svn://schorsch.efi.fh-nuernberg.de/dicom-data data

Load a series of DICOM images from the dicom data directory via wildcard
path specification:

unsigned char *readDICOMvolume(const char *filename,
                               long long *width,long long *height,long long
*depth);

This returns a pointer to LSB 16-bit volume data, that is loaded from a series
of dicom images determined by a wildcard path:

Example wildcard paths to load DICOM example data:
“data/MR-Kiwi/0*”
“data/MR-Artichoke/0*”
“data/CT-Cardiac/*.dcm”

Note that the 16-bit data needs to be normalized from scalar range [0,max]
to [0,65535]. Otherwise the volume intensities will appear very dark, if the
volume is only containing information in the lowest 12 bits.

The quantized data volume data can be uploaded to the graphics hardware
via glTexImage3D(…) with format GL_LUMINANCE and type
GL_UNSIGNED_SHORT.
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27  Slicer Framework
The slicer frame work (slicer.h) renders a slice through a tetrahedron, specified by
4 corner points.

inline void slice(const v3d &v0, // vertex v0 of tet
                  const v3d &v1, // vertex v1 of tet
                  const v3d &v2, // vertex v2 of tet
                  const v3d &v3, // vertex v3 of tet
                  const v3d &o,  // origin of cutting plane
                  const v3d &n); // normal of cutting plane

It extracts either a triangle or a quad depending on the extraction case and
pushes the vertices via glvertex3d(). Texture coordinates are identical to the
vertices are also generated via glTexCoord3f().

Input parameters are specified by means of the v3d header-only class, which
encapsulates a 3D vector. For example the point p with coordinates x,y,z is
instanciated as v3d object with the following C++ code:

v3d p(x,y,z);

Usual vector operations like addition, scalar product etc. are available as
overloaded operators, for example the addition of two vectors:

v3d a(1,0,0), b(0,0,1);
v3d p=a+b;
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images by Christoph Rezk-Salama and Peter Hastreiter

28  Pre- and Post- Classification

Pre-classification: Transfer function is applied on scalar values. Afterwards
tri-linear interpolation takes place.

Post-classification: Tri-linear interpolation of scalar values. Afterwards transfer
function is applied on interpolated scalar values.

Middle-ear with Pre- vs. Post-Classification:

Conclusion: Post-classification is by far superior!
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28.1  Ring Artifacts

Observation: With non-linear TF in combination with high opacities ring artifacts
occur.

Reason #1: the sampling rate is too low, to capture the non-linear change of
the TF from one voxel to another.
Reason #2: the approximating assumptions for the numnerical integration
do not hold for high opacities.

Solution: oversampling of voxels!

2-times and 4-times oversampling:
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Problem: required oversampling factor is proportional to the maximum absolute
value of the derivative of the TF! → bad performance drop

28.2  Preintegration

As so called slab is defined to be the volume enclosed between two neighbouring
slices.

Analysis: To account for the ring artifacts, the exact line integral bteween two
sampling points on the slab has to be calculated. In particular the self-absorption
of the self-emission within the slab needs to be accounted for.

Proposition: Scalar function is assumed to be linear between two sampling points.
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𝑠𝑙(𝑥) = 𝑠𝑓 + 𝑥
𝑙
(𝑠𝑏 − 𝑠𝑓)

Then the ray integral can be written as:

𝐼 ʹ = 𝐼 ⋅ 𝑒
−∫

0
𝑙 𝜌(𝑠𝑙(𝑡)𝑑𝑡 + ∫0

𝑙 𝑒
−∫

0
𝑡 𝜌(𝑠𝑙(𝑢)𝑑𝑢𝜅(𝑠𝑙(𝑡))𝜌(𝑠𝑙(𝑡))𝑑𝑡

Observation: The ray integral between two points does only depend on 𝑠𝑓 , 𝑠𝑏 and 𝑙.

Under the assumption that l=const for a constant slab thickness, the ray integral
is a 2D table with coordinates 𝑠𝑓  and 𝑠𝑏. This table can be precomputed by
integrating the TF between 𝑠𝑓  and 𝑠𝑏. This procedure is called pre-integration
(Röttger, Kraus et al. 2000 [12]).

28.3  Preintegration Example

Example of the pre-integration table (TF is apparent on the diagonal of the table,
x-axis=𝑠𝑓 , y-axis=𝑠𝑏):

Now we do not render view-aligned slices but view-aligned slabs by performing a
3D texture lookup for the back and front slice → yields 𝑠𝑏 and 𝑠𝑓 . With those we
determine the pre-integrated ray intergral by looking the result up in a 2D
texture, which contains the preintegration table.

Ring artifacts with and without Pre-Integration:
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28.4  Preintegration Quality
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The remaining ring artifacts are the result of the assumption, that the scalar
function is linear between two sampling points. In fact it is cubic!
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images by Christop Rezk-Salama and Peter Hastreiter

29  Lighting

How can a volume be shaded?
Problem: We do not have an explicit triangle mesh that could supply normals for
shading operations.

Solution: Lighting of the volume by modulation of emission according to the
Blinn Phong shading-model: The surface normal is substituted for the normalized
gradient vector of the volume. This effectively simulates the shading of iso
surfaces without explicitly extracting those.

Head-light with ambient, diffuse, and specular terms of the Blinn-Phong shading
model:

Advantage of shading: specular lighting reveals surface structures:
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29.1  Gradient Calculation

The gradient vector is computed on a discrete grid by finite differences method.

Gradient vector is written as so called Nabla Operator ∇
Gradient = partial derivatives of the continuous scalar function 𝑓 (𝑥, 𝑦, 𝑧)

∇ 𝑓 = (
𝑑 𝑓

𝑑𝑥
,
𝑑 𝑓

𝑑𝑦
,
𝑑 𝑓

𝑑𝑧
)𝑇

Discrete derivatives via finite differences method
forward differences method

𝑑 𝑓 (𝑥)
𝑑𝑠

≈
𝑓 (𝑥+ Δ 𝑠)− 𝑓 (𝑥)

Δ 𝑠

backward differences method
𝑑 𝑓 (𝑥)
𝑑𝑠

≈
𝑓 (𝑥)− 𝑓 (𝑥− Δ 𝑠)

Δ 𝑠

central differences methods has better smoothness
𝑑 𝑓 (𝑥)
𝑑𝑠

≈
𝑓 (𝑥+ Δ 𝑠)− 𝑓 (𝑥− Δ 𝑠)

2Δ 𝑠

Normal 𝑛 ⃗ = ∇ 𝑓 = (
𝑓 (𝑥+ Δ 𝑠,𝑦,𝑧)− 𝑓 (𝑥− Δ 𝑠,𝑦,𝑧)

2Δ 𝑠
,
𝑓 (𝑥,𝑦+ Δ 𝑠,𝑧)− 𝑓 (𝑥,𝑦− Δ 𝑠,𝑧)

2Δ 𝑠
,
𝑓 (𝑥,𝑦,𝑧+ Δ 𝑠)− 𝑓 (𝑥,𝑦,𝑧− Δ 𝑠)

2Δ 𝑠
)𝑇

Discrete derivation via central differences on the voxel grid
𝑑 𝑓 (𝑥)
𝑑𝑠

≈
𝑓 (𝑖+1)− 𝑓 (𝑖−1)

2

At the grid boundaries forward resp. backward differences.
Hint: even better smoothness than ∇ via central differences: Sobel Operator!
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30  Gradient-Magnitude (GM)

The gradient magnitude technique modulates the emission and absorption
coefficients with the absolute value of the gradient vector (gradient
magnitude).

Occuring effect: If the volume function is constant, the gradient is zero, so that
the volume is rendered transparently. The gradient magnitude technique only
shows interesting parts of the volume, that is the material boundaries between
materials with different scalar values.

With and without GradMag:
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Advantages:
Automatic iso surface extraction at material boundaries.
No manual tweaking of the TF, a linear one already does the job.
No explicit extraction of geometry required (compared to iso surfacing).

Disadvantages:
GradMag emphasizes noise.
This means, that air needs to be windowed.
The gradient vector needs to be precomputed and represented as a second
3D texture, taking up much more memory on the graphics card.

30.1  Gradient-Magnitude Comparison

Shootout between MIP and GradMag as the employed techniques for the
visualization of a breast tumor:

 vs.
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30.2  Gradient-Magnitude And MR

The magnetic field of a MR machine principally is never perfectly homogeneous.
Hence, a MR image is often darker at the volume boundaries
or the same material is shown with different scalar values.

As a conclusion, we cannot regard MR values to have the same absolute
preciseness compared to the observed Hounsfield units in CT images.

Therefore, gradient magnitude is the method of choice with MRI!
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images by Gordon Kindleman and Joe Kniss

31  Multi-Dimensional Transfer
Functions

In principle a transfer function can have arbitrary dimensions, for example it can
depend on the scalar value 𝑠, the gradient magnitude 𝑔 and curvature 𝑐. Hence it
would be a 3D function TF(s,g,c).

TF with more than a single dimension are called multi-dimensional transfer
functions (introduced by Gordon Kindleman).

G. Kindlman und J. Kniss: Pick a volume and show the respective voxel properties
in a multi-dimensional histogram depending on the scalar value and the gradient
magnitude:

31.1  Spatialized Transfer Functions

STF = Spatialized Transfer Functions (S. Röttger, Th. Ertl 2006)

Idea: With multi-dimensional transfer functions, automatically segment the 2D
transfer function domain to color al separable parts of the volume automatically:

STF Example with two segmented materials shown (green und brown):
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For details see the STF Paper [13].

Links

harmattan-dev.nokia.com/docs/library/html/qt4/qimage.html1. 
schorsch.efi.fh-nuernberg.de/websvn/listing.php?repname=qt-framework2. 
schorsch.efi.fh-nuernberg.de/websvn/listing.php?repname=dicom-data3. 
schorsch.efi.fh-nuernberg.de:8080/red-book4. 
schorsch.efi.fh-nuernberg.de:8080/red-book/OpenGL_Red_Book_1.2.pdf5. 
schorsch.efi.fh-nuernberg.de:8080/red-book6. 
schorsch.efi.fh-nuernberg.de/data/volume/VisMale.pvm7. 
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